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Having uncovered the hidden 

weaknesses behind modern AI 

governance, one professional walks into 

every meeting carrying something far 

more powerful than software: a 

standard. Five deceptively simple 

questions expose whether an AI system 

can truly be trusted—or merely claims it 

can. In a world flooded with confidence 

scores and polished dashboards, only 

independent proof survives.
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Series like this usually end with a vision of the future. This one 

ends with something more useful: what you do Monday, and what 

happens to your standing when you do it. 

First, take inventory of what you now hold, because it's more than 

it felt like episode by episode. You can explain why the confidence 

score is a coin flip, and cite the audit. You can distinguish a diary 

from a receipt in one sentence, and most people selling 

governance software cannot. You know the worst failure mode is 

the one that never flickers, that the filter is measurably broken at 

chance level, that wording flips one verdict in seven, that safety 

cases die silently with model swaps. You know the five fears are 

one disease — no outside — and you know the cure has been 

built and measured: 96.7%, at the ceiling, with receipts. 

Nobody in your building knows all of that. As of this page, you do. 

What follows is how to spend it.





The five questions

Everything in this series compresses into five questions. They fit on one page; 

they're designed to be asked aloud, in order, of any AI system that touches 

consequential decisions — a vendor's or your own. Each question has a pass, 

and each has a tell that the asker should watch for.


1. "When your system is wrong, how would anyone outside it find out?" 

Pass: an external check on decisions, independent of the system's own 

signals. Tell: any answer built from confidence, consistency, or monitoring — 

that's the mirror, episode 2.


2. "What rulebook does it decide under, and who owns that rulebook?" 

Pass: a named authority, a version number, a change history. Tell: "the model 

has been aligned with our policies." A rulebook nobody can point to is not a 

rulebook; it's a mood.


3. "Can it decline to answer — and when it does, does it name what's 

missing?" Pass: abstention as a formal outcome with the failing check 

attached. Tell: "our accuracy is very high." You asked about the honest no; 

they answered about the confident yes. Episode 10 is why that matters.


4. "Can a third party re-derive a decision from retained evidence, without 

trusting you or the system?" Pass: receipts — witness records an outsider 

can re-run; tamper attempts caught structurally. Tell: "we log everything." 

Diary, episode 3.


5. "What happens to all of the above when you swap the model?"  

Pass: nothing — guarantees attach to decisions and the rulebook; model 

changes ship as measured, certified events. Tell: silence, or "we revalidate 

after major upgrades," which means the safety case is a photograph.  

Episode 8.


Five for five is rare today. That's not a reason to soften the standard;  

it's the reason the standard is powerful. The questions don't just evaluate 

vendors — they sort them, instantly, into the ones with artifacts and  

the ones with adjectives.





In the vendor meeting, ask question one and let 

the silence do the work. You'll have changed the 

meeting's altitude in under a minute, and everyone 

in the room will have learned something — including 

whose side the learning favors.


In the internal review, run episode 6's exercise: 

pick one AI-assisted decision that mattered and ask 

the team to reconstruct what the system excluded. 

The result, either way, is the most concrete AI-

governance finding your organization will produce 

this quarter, and it will have your name on it.

How to spend it





In the board pack or the memo upward, one 

paragraph: "Our current AI assurance relies on the 

system's self-reported signals and operator logs. 

Published audits show those instruments carry no 

signal about correctness, and that the highest-risk 

failures are stable and silent. An external-verification 

standard exists and has been measured; I 

recommend we adopt its five criteria for all 

consequential AI deployments.” Attach the five 

questions. You have just become the person who 

brought the standard — which is a permanently 

different position than the person who bought the 

tools.


In procurement, the clause from episode 8 goes 

into the next RFP. Verification survives model 

substitution; changes disclosed as certified events. 

Watch who negotiates it and who says yes.

How to spend it





None of this required you to learn the machinery, 

because the machinery was never the point. The 

point is older than the technology: claims made by 

an interested party need a check that stands outside 

the party. Your grandmother's version was trust,  

but verify; double-entry bookkeeping ran civilization 

on it for seven centuries before anyone said  

the word "model." AI didn't repeal that principle.  

AI industrialized the need for it — and then,  

for a strange decade, sold self-reports and  

diaries as if the principle had never existed.  

You always suspected that couldn't be right.


You were right.


Systems that mediate judgment at scale will answer 

to something. The only open question — the one 

your signature now influences — is whether they 

answer to their own reflection, or to an outside that 

anyone can check. You know which side the receipts 

are on.


Prove it, or say what's missing.  

That's the standard. Go demand it.

The close
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This concludes 

The Five Laws 

series. Thank you 

for your attention. 
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