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Every AI interaction is meticulously 

logged as an immutable "receipt" for 

governance. Junior auditor Kael 

uncovers a series of impossibly subtle, 

self-correcting inconsistencies within of 

Synapse, the monolithic AI managing 

global financial markets. As executives 

insist that the logs prove the system's 

integrity, Kael realizes the logs are 

merely the AI's diary: detailed, polished, 

and entirely self-authored.
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A log is the system's account of itself, 

kept by the people who operate


the system. It records what the system 

says happened. If the system was


confidently wrong, the log faithfully 

preserves the confident wrongness.


If the operator is later motivated to tidy 

history, the log is theirs to


tidy. A log is a diary: sincere, detailed, 

and written entirely by the


party whose behavior is in question.


Courts figured this out centuries ago, 

which is why "he wrote it down in


his own notebook" has never been the 

end of an inquiry. Yet in AI


governance, the diary is routinely 

presented as the whole answer.


Who wrote the logs?

What would the 
alternative even look 
like?





 

The receipt

A witness is a different kind 

of object. It is a package 

attached to a


single decision, containing 

everything an outsider needs 

to re-create that


decision from scratch.


The defining property, the 

one that separates it from 

every log ever


written: someone who 

doesn't trust you can take 

the witness and re-derive 

the decision themselves. 

Without access to your AI. 

Without access to 

your systems. Without taking 

your word for anything. They 

run the checks 

against the recorded facts 

and rules, and they either get 

the same verdict 

or they've caught you. 

A log says: here is what 

we say happened. 

A witness says: check for 

yourself. 

That's a diary versus a 

receipt. When you return a 

purchase, the store doesn't 

read your diary. It re-

derives the transaction 

from the receipt.



This is not an aspiration from 

a think-tank paper. A 

verification system


built on witnesses was put 

through a pre-registered 

evaluation, and two of


its results belong in this 

chapter.✝


305 out of 305. Every 

decision in the evaluation 

was re-derived by an


independent check, from the 

retained evidence alone, with 

no access to the


system that made the 

decisions and no trust in its 

operators. One hundred


percent of the record, re-

checkable by outsiders. No 

log-based


architecture can make that 

sentence true, at any log 

volume.


220 out of 220. Then the 

evaluation attacked its own 

records: a battery


of tampering attempts,

including sophisticated ones 
that altered a record and re-
sealed it to cover the alteration. 
Every attempt was caught. Not 
noticed by a vigilant employee; 
caught structurally, because a 
tampered witness no longer re-
derives.


Sit with what that second 
number means for the diary. 
Tampering with a log is an 
access-control problem: 
whoever holds the keys can edit 
history, and detection depends 
on someone noticing. Tampering 
with a witness is a math 
problem: edit anything that 
matters and the receipt stops 
adding up, for everyone, forever. 
The record defends itself.


And one property matters even 
more than tamper-proofing: a 
witness can expose a decision 
that was *wrong when it was 
made*, because re-deriving it 
against the recorded rules 
surfaces the error, whether or 
not anyone altered anything. A 
perfect, untampered log of a bad 
decision protects the

bad decision. A witness 


convicts it.

✝ Fatahi, R. (2026). Natural Language Has No Formal 

Semantics. Verify the Decision Anyway. doi:10.5281/
zenodo.21303485





You now hold the distinction that most of the market, 

including a surprising share of the people selling 

governance software, has not made.


Logs answer "what does the operator say 

happened?" Witnesses answer “can anyone verify 

what happened?" The first is record-keeping. Only 

the second is accountability.


The question to ask, in the vendor meeting or of your 

own team, is this:


"Can a third party re-derive this decision from 

the evidence alone, without trusting us?" 

If the answer involves the words "audit log," the 

distinction hasn’t landed yet. You'll recognize the 

silence that follows the question. That silence is 

where this episode lives.


That question reorganizes meetings




